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Cloud-based applications are inherently different from traditional IT 
workloads. They can span hundreds or thousands of servers, or they can be 
relatively contained. They might require significant server processing power 
and massive data storage to generate advanced analytics, or they might be 
serving web pages to millions of end users — each workload has its unique 
requirements, and each requirement suggests a specific server design 
approach for optimal performance and efficiency.

This strategy brief discusses the unique considerations for servers supporting 
the high-volume distributed workloads associated with cloud services, 
and how Microsoft designs the servers and supporting infrastructure for 
deployment in our data centers around the globe.

Server Hardware Design  
Considerations 

At Microsoft, we take a holistic view of 
the data center — from the individual 
components to the overall structural 
design and site location. For servers, the 
heart of the data center, we focus on per-
formance, power, and the cost of the sup-
porting ecosystem to derive such metrics 
as performance per watt per dollar.

To optimize the servers we deploy 
for cloud-based applications, we take 
into account all of the elements that 
factor into the data center, such as the 
nature of the workloads — processing 
requirements, memory and storage 
needs, latency and bandwidth 
considerations — and factor in the 
environmental conditions in which the 
servers will operate.

We work also closely with our suppliers 
to drive efficiencies into the supply chain, 
and drive innovative technologies into 
the industry as a whole.

Server Design Tenets

Our approach in designing servers for 
cloud-based workloads is to optimize 
the configuration — remove unneces-
sary components, limit the platform 
expandability, use high-efficiency voltage 
regulators and power supply, low power 
processors and right-size the configura-
tions for the intended workload.

We drive higher efficiency through low-
power processors and high-efficiency 
components such as voltage conversion 
devices and power supplies. We optimize 
the power and cooling systems at the 
rack or the ITPAC level — not for the 
individual server — and operate the 
servers at higher temperatures than 
traditionally has been done, but within 
the specifications supported by the 
manufacturers. This approach allows 
greater use of free air cooling, reducing 
the capital expenditure and overall 
power consumption in the data center.

We strategically employ new technologies 
such as flash memory used in solid-state 
drives, and system-on-a-chip designs that 
provide cost and power savings via pack-
aging and integration. Moving forward, 
we are evaluating the next generation of 
energy efficient CPU cores, such as those 
used in tablets and smart phones, and em-
ploy techniques such as power capping to 
keep power usage in a pre-defined range.

Environmental Considerations

One of the key findings we’ve shared 
publicly over the past several years is that 
servers can operate reliably in a much 
broader temperature and humidity range 
than the ASHRAE standard data center 
operators traditionally follow. ASHRAE 
has recently defined allowable ranges 
that are closer to the manufacturer 
specifications for servers and we intend 
to operate within that range and work 
with them to expand it in the future.
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Expanding the operating range reduces 
the power consumption for computer 
room cooling, and allows for alternative 
approaches to temperature control, 
such as airside economization and 
adiabatic cooling, where a small amount 
of humidity is introduced to the air to 
reduce its temperature.

Another important consideration is 
not just the maximum or minimum 
temperature, but also the rate of 
change — in our data centers, we ensure 
the air reaching our servers doesn’t 
change more than 18° F per hour.

Table 1 shows the temperature and hu-
midity ranges we allow in our data centers.

Concept Examples

2 Socket Server Concept

One area Microsoft has worked to 
influence the industry is to develop 
conceptual designs for high-density, two-
socket servers that would be suitable for 
high volume distributed workloads such 
and Bing and Windows Azure.

Figure 1 shows one such concept, 
where we’ve developed a half-width 
motherboard that can be placed side-
by-side in a 1U form factor. This design 
is optimized for cloud usage model with 
only four DIMM slots per CPU, a single 
PCI express slot, two processors and 
support for a small number of disk drives.

Rack Assembly Concept

The next step is to build a rack-level con-
ceptual design that takes these two-socket 
server designs and assembles a complete 
rack assembly including in-rack step-down 
power supplies and UPS systems.

Figure 2 illustrates this concept. In this 
example, we’ve designed a 57U rack of 
which 48Us are used for servers, allowing 
us to deploy 96 half-width servers in 
a standard rack. This configuration is 
divided into an upper half and lower 
half, each with its own power supply. 
These power supplies are designed to 
be modular, so we have the option to 
deploy a non-redundant design with just 
enough power for the servers, or we can 
add additional power supplies to achieve 
N+1 or 2N redundancy.

TABLE 1: DATA CENTER TEMPERATURE AND HUMIDITY RANGES

Ambient 
Temperature

Operating • 50°F to 90°F (10°C to 32°C)
• Yearly weighted average <76°F (24°C)
• Rate of change less than 18°F (10°C)/hour

Non-Operating • -40°F to 140°F (-40°C to 60°C)
• Rate of change less than 36°F (20°C)/hour

Humidity Operating • RH 10% to 90% non-condensing
• Yearly weighted average <80%
• Maximum dew point temperature 85°F (29°C)

Non-Operating • RH 5% to 95% non-condensing
• 100.4°F (38°C) maximum wet bulb temperature

FIGURE 1: 2 SOCKET SERVER CONCEPT
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Server Performance vs. Power

Another area we pay particular attention 
to is performance versus power, and spe-
cifically performance per watt per dollar.

Our industry has been on a perpetual 
quest for ever-faster processors, with little 
attention spent to the trade-offs in power 
and cost. A few years ago, in seeking out 
potential areas for efficiency, our team 
analyzed publicly-available information 
on processor performance, power 
consumption, acquisition cost. Combined, 
this then gave us performance per watt 
and performance per watt per dollar.

We looked at a 50 watt processor that 
runs at 2.33 gigahertz, an 80 watt 
processor that runs at 2.67 gigahertz, 
and the highest performer running at 
3.167 gigahertz but consuming 120 
watts. It was important to look at the 
efficiency at the server level, not just 
the processor level. Our assumptions 
were that a typical server built with 
these processors would cost about 
US$2000, plus the cost of the processor 
themselves, and that the server power 
consumption aside from the processor 
would be 150 watts.

Figure 3 illustrates how the analysis 
worked out.

We used the 50 watt processor as the 
baseline. The 80 watt processor gives you 
seven percent more performance, but it 
costs 10 percent more, and consumes 24 
percent more power. When you calculate 
the ratios, the performance per watt is 13 
percent lower, and the performance-per-
watt-per-dollar is 21 percent lower. If you 
move to the highest performance proces-
sor, the numbers are even more dramatic.

The conclusion was clear —  lower power 
processors offer the best balance of per-
formance, power, and price. Since space is 
a minor driver of data center TCO, holistic 
optimization would suggest having more 
servers running lower power processors, 
which is the approach we take. This works 
well for scale out applications that can 
run across multiple servers.

While the parameters of current 
processors have changed, the framework 
described here is still valid. The sweet 
spot may not always be at the lowest 
power processor, but it is not likely for 
the highest performance processor as 
long as the power and price grow in a 
non-linear fashion.

POWER USAGE EFFECTIVENESS

Power Usage Effectiveness (PUE) is the 
measure of total data center power 
consumption divided by IT or ‘critical’ power, 
and highlights how much power is consumed 
by supporting infrastructure versus the 
power to operate servers. A typical industry 
datacenter has a PUE of approximately 2.0, 
where the amount of energy consumed for 
the facilities and supporting infrastructure 
equals the energy to power the servers. Our 
latest modular data centers have reduced PUE 
significantly, typically in the range of 1.15-1.25

PUE is a useful metric, though we look 
holistically at all components of the 
datacenter and optimize for performance 
per watt consumed in total. Our modular 
approach to data center designs helps us 
rapidly scale to meet new customer demand, 
and our innovative use of free-air cooling 
helps improve efficiency and sustainability.

FIGURE 2: RACK ASSEMBLY CONCEPT
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Evolution in Storage Hierarchy

Another key area for server design 
optimization is in storage hierarchy. 
Here we have worked to introduce 
non-volatile memory in addition to 
the rotational media typical in a server 
design solution.

Figure 4 illustrates the two usage 
models we have deployed for our 
cloud applications. In the example on 
the left, applications manage the data 
locality themselves — which means the 
application is directly responsible for 
maintaining hot data, in the right tier of 
the storage hierarchy.

In the usage model to the right, 
dedicated hardware manages the locality 
transparently instead of software. Here 
we have deployed hardware in our data 
centers that can cache the hot data from 
the hard drive in the NVRAM, and use it to 
serve the application requests efficiently.

One key area of research we are doing is 
to understand the unique requirements 
of cloud applications that are best served 
by non-volatile memory.

Cloud applications themselves have 
unique performance requirements. A 
significant number of applications are 
read-heavy; with the application itself 
distributed across thousands of servers 
in the data center — meaning that a 
single node need not have as high of 
performance as it would in a typical 
scenario for an enterprise. Latency is 
important, as is bandwidth, so we work 
hard on the driver stack and storage 
stack to optimize these aspects.

What we find in the marketplace is that 
the available solutions are not ideal for 
cloud applications, and we are working 
with our supplier base to develop new 
designs that will meet the requirements 
of wide-scale distributed applications. 
The direction we are moving is to lever-
age commodity solutions, but tailor the 
endurance of the non-volatile solution to 
the caching models discussed above.
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FIGURE 3: SERVER PERFORMANCE VS. POWER

RELIABILITY & AVAILABILITY

At the foundation of a reliable cloud 
infrastructure is the worldwide network of 
data centers strategically located in major 
regions around the globe. Within these data 
centers, Microsoft partners with leading 
hardware manufacturers to right-size the 
thousands of servers, routers, and equipment 
within them to balance the degree of physical 
device fault tolerance with the application 
fault tolerance. 

Each layer of the logical stack — from the 
servers and power supplies to the cooling 
systems and network connectivity — has built-
in redundancy with automatic failover. Our 
network — one of the largest and most well-
connected in the world — includes multiple, 
physically diverse connections into our data 
centers, and we maintain sufficient capacity 
to handle large scale network interruptions 
without degradation of performance.
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Considerations for Deploying 
Solid State Drives

One common theme in server design 
discussions is the role of Solid State Drives, 
or SSDs. Flash memory is getting cheaper, 
but we have not arrived at the point 
where SSDs can replace rotational hard 
drives. We expect to continue to see a mix 
where SSDs provide high performance and 
hard drives provide high capacity.

If you have an application that is re-
quires a small amount of storage with 
few writes — a web server is a good ex-
ample — you can benefit from the lower 
power consumption of SSDs. Of course, 
you have to be careful with capacity; if 
you are hosting a large number of files, 
the lower acquisition cost for hard drives 
may still prove most economical.

In other scenarios, such as SQL-based 
data hosting, you need to be careful 
about the quantity of data you need 
to store and the number of writes that 
will happen with your data sets. In this 
scenario the cost of SSDs might prove 
uneconomical, and may the SSD may 
wear our prematurely. In this scenario, 
using the SSD to cache frequent read 
data would be a better approach.

Consequently, we believe that SSDs 
and hard drives will coexist for the 
foreseeable future. SSDs deliver better 
performance and consume less power, 
but add significantly to the server cost 
and limit the number of writes you can 
support over the life of the drive.

We see an opportunity to define a new 
class of flash memory, different from 
the traditional SLC or MLC or eMLC, for 
cloud applications.

Design Opportunities for 
Cloud Optimized Servers

In all, we are focusing on a number of 
areas to cloud-optimize our servers and 
improve the overall efficiency of our 
data center infrastructure. Emerging 
system-on-a-chip designs promise lower 
power consumption while providing 
suitable performance for distributed 
cloud workloads. The strategic use 
of non-volatile memory in the same 
platform with hardware working to 
cache the hot data and serve the 
application helps optimize performance 
and power. And the continued use 
of low power CPUs optimized for 
performance per watt will offer right-
sized solutions for cloud applications.

On the data center side, we are working 
with the design teams to ensure our 
servers can be engineered for expanded 
environmental range, where the servers 
can operate at a higher input ambient 
temperature and greater humidity 
range. Reducing the energy required for 
cooling the server environment produces 
significant capital and operating cost 
savings and greater sustainability.

Finally, we are looking at electrical 
distribution and power supplies; 
designing 480-volt three-phase power 
supplies at the rack level will significantly 
reduce the distribution losses and 
improve the overall efficiency of the 
data center. Additionally, moving from 
a centralized UPS in the data center to 
rack-level UPS will not only reduce cost, 
but also further improve total efficiency.
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Building a more efficient 
Cloud Infrastructure 

Our recent experience in data 
center designs have taught us that 
a holistic approach that looks at 
both the component and the system 
level is necessary to yield maximum 
efficiency gains.  Standardization and 
commoditization leads to dramatic 
improvements in costs, scalability and 

efficiency, and is the foundation of 
our future data center strategy.  Most 
important, we will continue to measure 
every aspect of the operations to ensure 
that we right-size the infrastructure for 
the workload running on it.

For more information and white papers 
on our efforts to drive greater data 
center efficiency, please visit www.
globalfoundationservices.com

MODULAR DATA CENTERS

To deliver cost effective cloud computing 
services for global businesses and consumers, 
we evolved our data center strategy. With our 
modular approach, we worked to reduce costs 
and time to market, while increasing computing 
efficiency, environmental sustainability.

Some of our data center designs employ IT 
Pre-Assembled Components, or ITPACs. These 
pre-assembled, plug-and-play IT components 
can be manufactured anywhere via a dynamic 
supply chain of globally distributed vendors 
using recyclable materials such as steel and 
aluminum, then are shipped onsite and 
assembled. 

ITPACs allow rapid commissioning of additional 
compute capacity as the business needs it, 
reducing the typical two-year construction 
timeframe and capital costs by 50-60 percent 
over the lifetime of the facility.
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